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Project Goals: 

The goal of this project is to develop an application that allows a person to search a topic in a collection of blogs and produce a visualization of the connections between blogs that are discussing this topic.

Users will be able to see the number of blogs that are participating in a certain conversation and see the degree to which people are communicating with each other through their blogs. Another aspect of this visualization is that a user searching for a term will also be able to see the discussion leader of a conversation.

This project is intended to function as a proof of concept for analyzing the effectiveness of a visualization that demonstrates how much bloggers are discussing a given search term, which blogger is referencing whom, and the amount of exchange or discussion occurring between the bloggers.

Consumers and creators of blogs frequently use blog readers (for example, http://www.sharpreader.net) to gather RSS feeds from various blogs, but these readers do not present any method for perceiving how blogs interact with other blogs.

This project creates a visualization based on links between blogs derived from comments, trackbacks, and the links on the blogroll. The visualization could provide a view of conversations between blogs familiar to the user. Additionally, it could introduce new information resources that are discussing the searched topic, possibly with previously familiar blogs or in a different context.

Related Work:

Currently, the visualization space regarding blogs has just begun to develop. 

Within the limited selection of visualizations representing the blogosphere, there were a few that represented the communities of blogs and their interactions. Other types of visualization attempted to represent discussions in online forums or emails, but none addressed discussions on a given topic between multiple blogs. 

Project Inspiration

The inspiration for this project came from another SIMS project, Paparazzi, by Mary Hodder, Dan Perkel, and Jeff Towle. http://www.sims.berkeley.edu/courses/is213/s04/projects/Paparazzi/

Their goal was to design a tool that allowed users to follow a conversation that takes place over a short period of time (a few days or weeks) over many different blog websites. 

Representing Blog Communities

Blogtree.com shows blogs and their relationship to each other blogs through inspiration. The visualization is a graph displaying a listing of blogs and the ‘genealogy’ of each blog to their parent/inspiration blogs. This and other large networks blog visualization can be found in Jon Schull’s article on Visualizations of Blogspace. (http://radio.weblogs.com/0104369/stories/2003/11/10/visualizationOfBlogspace.html)

A different perspective on defining a perimeter for blog communities is used by blog neighborhood (http://www.blogstreet.com/visualneighborhood.html). It seeks to represent blogs that focus on the same themes. It does this by leveraging a blogging custom/etiquette that has bloggers provide links, a blogroll, on your blog to other blogs that interest them. However, this rationale does not account for the inconsistency created if a technology blogger includes a culinary blogger in his blogroll. 

Relative Ranking of Blogs

Techonorati (http://www.technorati.com/bloglinks.html) provides a visualization that ranks the number of references made to a blog by other blogs. While this does not visualize individual interaction, it does demonstrate the relationship of blog interaction from the perspective of each blog. However, it fails to identify a relationship to the blogs interacting with referenced blog or the reason for the reference.

Mark Glaser’s Guide to the Blogosphere (http://www.ojr.org/ojr/uploads/1056011147.htm) touches on themes in a very general manner and classifies blogs. The addressing of theme is vaguely done by locating the representation of a blog along an axis of blogging to journalism intersected by a conservative to liberal spectrum. At the same time, a ranking for the type of blog and influence it has is presented via the icon; Glaser does not represent any interaction between the blogs.

The Furrygoat Experience (http://www.furrygoat.com/archives/000812.html) displays a ranking of the articles within an individual blog using a treemap. This technique leverages RSS feeds to show the title of a blog entry, the freshness of the post and the size of the entry. The hierarchy of posts in a given blog is shown, but there is no relation between multiple blogs.

Visualizations of Online Conversations 

Attempts to visualize online forum conversations and email strings have established a selection of conversation visualization. The most interesting that apply to blogs and the DiaBlogical project are MSR Netscan (www.research.microsoft.com/~masmith/Visualization%20Components%20for%20Persistent%20Conversations%20-%20Final.doc) and Judith Donath’s 1999 work on Chat Circles. 

Netscan is intended for visualizing email correspondences, but has many concepts that could be used to further develop Diablogical. The thread tree provides a means of displaying chronology and linkage between participants, but is not conducive to the scale and nature of visualizing blog communities. Characteristics of the MSR Netscan’s interpersonal communication graphs would be useful in future work to demonstrate the ‘to’ and ‘front’ aspects of inter-blog communication. 

Chat Circles attributes significance to the size of the circle/node to indicate the frequency of speech visualization techniques. A form of this was explored in this project. Other features of Chat Circles that would be useful to incorporate into Diablogical are better use of location to reinforce representation of high interaction and possibility using location or a secondary aspect of size to indicate timeliness of the interactions. 

Visualization Description:

This visualization is a proof of concept for the feasibility of creating a visualization that could be used to search the whole or portions of the blogosphere and return a representation of discussions on the topic. In order to focus on producing a visualization tool we searched a manually created, controlled data set. This data set was determined with consideration for only using data that could be aggregated via an automated query. 

The visualization will leverage a standard graph structure to display blogs as the nodes and the embedded references to each other as the edges. The node and text size will represent the frequency of the search term within the blog’s articles. The edge thickness represents the number of references between any two blogs. The references will aggregate internal hyperlinks, trackbacks and comments between any two blogs that return the given search term. 
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Figure 1. Search term “Friendster”
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 Figure 2. Search term “games”
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Figure 3. Search term “Goffman”

The application will need to affect a full-text search through the blogs to identify the frequency and article search term. The blog and articles containing the search results will need to be captured as well as any links directed off of the blog.

Several potential pitfalls exist that must be handled within the visualization. The reference aggregation must be limited to individual articles that have the search term. If clauses are not incorporated to manage such a situation, a single mention of the search term and references as part of a different conversation could inaccurately represent discussion of the search term. Additionally, blogs that do not use the search term might be linked to by another blog article that does use the term. If priority is given the link, these blogs can be displayed in a distinct manner demonstrating the situation. This was the behavior used in DiaBlogical. Alternatively, the non-referencing blog node and the edge could not be displayed based on the assumption that if the second blog does not use the search term, there is not discussion on it that should be represented.

Data Used:

The data used for this project were gathered from blogs created for IS 208B, Analysis of Information Organizations. These blogs provide a small set of sites that are blogging on similar topics and have a high relationship to each other in terms of linking from all the students referring to work that they have done with each other for certain assignments.

This set of data is not necessarily representative of many blog conversations, the social structure within the MIMS program tends to make the data more interesting than what may be found in many of the conversations that are occurring over blogs on the web. 

Use of Visual Properties:

The graph represents blogs and their links between each other. The nodes appear in the graph if that particular blog contains a reference to the searched term. The higher the frequency of the search term, the larger the node becomes. The links between the nodes are also sized dependent on the number of links between two blogs. These links are made up of comments, trackbacks and the blogroll.

The interface allows for re-centering of the graph based on a click of the node. A user can also view the connections for a given website with a mouseover to any node.

Insight Provided:

Users are able to input a search term and are able to see the number of blogs that are participating in a certain conversation on that term. The size of each node will give the user an idea of how often a particular blog is posting on that given topic. 
A user will also be able to see the degree to which people are communicating with each other through their blogs. The thickness of the edges shows a connection between blogs and very thick lines would indicate that two blogs are chatting about a particular topic frequently with each other.

Another aspect of this visualization is that a user searching for a term will also be able to see the discussion leader of a conversation. The node with the largest number of links to it serves as a hub for many other blogs and indicates that this one blog is probably the originating source or the most reputable source on that search term.

Issues:

Bloggers often respond to comments made on their blog within the comments of the article. Currently there is no accommodation for associating any mentions of the search term in the comment. Idealistically, this use of the search term would be counted towards the commenting blog’s search term count. The graph structure doesn’t allow for a good way to represent this within the article driven model that we have used.  Because of this, we have not addressed these cases. It would need to be better handled if further work was done on this visualization concept.

We needed to establish a standardized node size for a single instance of the search term. This size must be large enough for a standardized label length. Multiplying this node size by the frequency of the search term being mentioned would quickly grow gigantic. So, the nodes will need to start at a standard single instance size and increase by smaller factor for each additional instance of the search term being found in the blog articles. Also, need some means of representing a blog node that is linked by and edge to an article using the search term, but does not itself use the search term.

The current methods that exist for following how people are conversing across blogs are by using comments and trackbacks. A comment is a response by a person for a certain blog entry. This comment resides on the blog and does not necessarily provide any links back to another blog. There is no requirement for a commenter to enter in their website. The other method used to follow conversations across blogs is to use trackbacks. The use of trackbacks is also imperfect for finding which blog is linking to other blogs because trackbacks are not available for all types of blogs. It is also possible to disable sending a trackback back to the blog. 

One can follow trackbacks, links within articles or comments to create a trail of connections. This technique is very ad hoc and does not enable any sort of high-level view or search capacity for a specific topic.

Results Achieved:

As a proof of concept, the graphs created in this visualization tool will be a narrow slice of the blogosphere, but will demonstrate the feasibility of visually demonstrating the blogs discussing a search term, the volume of mention in specific blogs and the link conversations existing within the blogosphere around the given topic. 

Future Work:

Tools for representing online conversations have used several techniques that we have tried to incorporate or that would be improvements for future work. Judith Donath’s Chat Circles from the MIT Media Lab uses the size of the node to demonstrate how much an individual is talking. The location of circles identifies the groups with whom they are interacting. Another example is MSR Netscan’s interpersonal graph to demonstrate the to and from elements of inter-blog communication as mentioned in the related work. 

Immediately, this project could be leveraged for the Paparazzi group in IS213. If the proof of concept proves viable, our tool could be tested with a larger data set. Time constraints on this semester would likely rule out the possibility of developing the project to this extent.

Even with the incorporation of a dataset for the Paparazzi group, there are still limitations in the manner in which the data is gathered. The Paparazzi group also conducts search based on a keyword search; however, this does not necessarily retrieve the correct blog conversation that a user would search for. If a user searches for Research + Friendster, they may find a student’s blog on who they met on Friendster instead of research on Friendster. A smarter was of retrieving information is necessary for gathering the data to draw an accurate visualization that identifies conversations with a group of blogs. Techniques such as text mining would be necessary to analyze each blog post and their linking comments or trackbacks to ensure the visualization is not misleading.

Further out, this work addresses a specialized searching visualization of the blogosphere, but effective elements of it could be leveraged for creating a larger scale visualization that can represent multiple topics or, potentially, all of the discussions occurring within the blogging world. 

An additional feature that we would like to include is including a means of demonstrating chronology. 

Potentially, blog readers could include a visualization such as we have investigated or blog indexing resources (example http://www.technorati.com/) could provide it to users. 

Tools Used:

A graph was determined to be the best visualization technique due to the non-hierarchical and highly interconnected structure of the subject matter. Upon initial conception, the interactive quality of <a href=”http://prefuse.sourceforge.net/”>Prefuse’s</a> radial layout seems to be the most effect visualization tool for this project. The customization done for the proof of concept was done by investigating and exploiting existing functionalities in the Prefuse toolkit. The toolkit is quite extensive and with more research it may have the capabilities to further explore many of the future work ideas. 
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