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Abbreviation Dictionary
1. Overview
For this assignment, I set out to do suggestion 2, which was to build an abbreviation dictionary by extracting abbreviation definitions from enron emails using the Schwartz & Marti algorithm. I downloaded large collections of emails by searching the enron database using specific keywords. I downloaded the Java code for the algorithm from the bio text web site, modified it in a number of ways to do some preprocessing, cleaning, and gather simple statistics about the extracted abbreviation. I have also done some categorization of the abbreviation. Ambiguous definitions are also detected and the results are ordered by whichever long form is most frequently defined. The complete results are in the XML file enron-abbr.xml, which can be viewed in a XSL enabled browser which will show all the short forms in sorted order and their most frequently defined long form.

2. Input Data
In order to both extract large number of abbreviation definitions, I searched the Enron email corpus on twenty keywords that I believed would pull out emails containing abbreviation definitions. I did both subject and full text searches on all of those keywords, which brought out different sets of emails with some overlap. Later in processing, I suppressed all duplicates. The set of key words that I used are as follows:

account; association; bank; board; California; company; crisis; gas; government; Inc.; India; joke; legal; limited; ltd; organization; power; rate; regulation; stock;

Each key word search brought up close to or less than 500 emails. After duplicate elimination, I had a large collection of about 14037 emails to work with. Even though only a small percentage of them actually contained abbreviation definition, I used all of them to gather statistical evidence for the abbreviations extracted. It is definitely arguable whether the above set of key words is sufficient to extract all the abbreviations. Nevertheless I thought it was a representative collection as with this corpus I was able to extract almost 1000 abbreviation definitions.
3. Processing

I downloaded the Java code for the algorithm from bio text and modified it so that it does the following:

a) Walks over all the files recursively, given a directory. Keeps track of file names and eliminates duplicate files. Removes .cats files are they were not needed for this project. 
b) For each email text file (email.txt), I ran the Scwartz & Marti algorithm and extracted the abbreviation definitions and recorded them in an email.txt.abbr file.
c) I did some cleaning of the text both before and after the abbreviation extraction, to fix certain errors peculiar to this collection. Particularly, I removed the symbols = and =20 present at the end of each line in many emails. I also removed special characters like quotes, ?, @, #, etc from both forms. I rejected long forms which were URLs (obviously they were not abbreviations. 
d) In process, I recorded every abbreviation definition, the email group (based on the search keyword) in a log file. If an abbreviation has multiple definitions, it captures all the alternate definitions

e) I wrote a post processing code that organized the data in the log file into XML. I have also written an associated XSL file, which displays all the short forms in sorted order and their most frequently defined long form.
f) I found the tracing of email groups (search key words) to be very useful in the results as it gives a good sense of category for the abbreviation. For ex, DPC (Dabhol Power Company) is most frequently defined in the email data set collected by searching for ‘India’. Another example is tcf (trillion cubic feet) is most frequently defined in the email data set collected by searching 

4. Files Attached

In the zip file, I have attached the enron-abbr.xml (results), enron-abbr.xsl (for pretty printing in browser), the enron-abbr.log (complete log trace) and two source files (ExtractAbbrev.java and SummarizeEnronAbbrev.java). I have not included the data sets that I used, since it came to about 28MB after zipping.

5. Future Work

I tried hard to do some statistical based validation, besides simple cleaning and rule based elimination of obviously invalid abbreviation. After extracting the definitions, I wanted to make a search on how frequently either a short form or the long form or both are used in all the emails and also find which group of emails use which form most. But, it was computationally tedious and unreliable, as searching for usages of short forms like BE (British Energy). Also, I had to canonicalize the short form to all caps to get reliable results. If the short form had more than one word, it makes it even harder. It was most difficult to check for usage of long forms in the emails.
For categorization, earlier I tried using jwnl (Java WordNet), but I didn’t find it very useful for categorization. By properly choosing the search keywords and gathering email data sets, I think I am able to better categorization.

